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The qualitative change in subjective experience that corre-
sponds with an affective event (such as a painful injury or 
a pleasurable meal) has consistently been a topic of interest 
for psychologists (e.g., James, 1884; Woodsworth & Schlos-
berg, 1938/1965; Wundt, 1912/2014). Subjective experience 
(by definition) can only be observed by the subject, so 
psychological research usefully relies on rating scales as a 
means of quantifying this aspect of affective responding. 
One dominant approach has been to focus on two rating 
scales (i.e., dimensions) that capture a large portion of vari-
ability in affective experience as it is subjectively described: 
(a) valence,1 measured with ratings of how positive or neg-
ative a particular event is, and (b) arousal,2 measured with 
ratings of how emotionally provocative a particular event is 
(e.g., Cacioppo, Petty, Losch, & Kim, 1986; Lang, Bradley, & 
Cuthbert, 1998; Russell, 1980; Schlosberg, 1954).

The theoretical conceptualization of these two dimen-
sions has driven a substantial body of experimental work. 
For example, ratings of valence and/or arousal have been 
used to predict a number of other behaviors or physiologi-
cal responses, including brain activity (e.g., Chikazoe, Lee, 
Kriegeskorte, & Anderson, 2014; Knutson, Katovich, & Suri, 
2014; Lindquist, Satpute, Wager, Weber, & Barrett, 2015; Man, 

Nohlen, Melo, & Cunningham, 2016), skin conductance 
(e.g., Greenwald, Cook, & Lang, 1989; Lykken & Venables, 
1971), and memory performance (e.g., Bradley, Greenwald, 
Petry, & Lang, 1992; Cahill et al., 1996; Kensinger, 2004) to 
name but a few. Over time, this work has led to the establish-
ment of two contrasting frameworks for describing these 
dimensions of affect—each adopting differing assumptions 
as to how the dimensions of valence and arousal are struc-
tured and should be measured. In practice, experimental 
designs within the domain of affective psychology often 
adopt the assumptions of one approach or the other, whether 
or not this is explicitly stated.

Two Approaches to Measuring 
Subjective Ratings of 2D Affect

One approach (i.e., the bipolar framework; for reviews, 
see Barrett & Russell, 1998; Russell, 2003, 2016) is 
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Abstract
Although it is possible to observe when another person is having an emotional moment, we also derive information 
about the affective states of others from what they tell us they are feeling. In an effort to distill the complexity of 
affective experience, psychologists routinely focus on a simplified subset of subjective rating scales (i.e., dimensions) 
that capture considerable variability in reported affect: reported valence (i.e., how good or bad?) and reported arousal 
(e.g., how strong is the emotion you are feeling?). Still, existing theoretical approaches address the basic organization 
and measurement of these affective dimensions differently. Some approaches organize affect around the dimensions of 
bipolar valence and arousal (e.g., the circumplex model), whereas alternative approaches organize affect around the 
dimensions of unipolar positivity and unipolar negativity (e.g., the bivariate evaluative model). In this report, we (a) 
replicate the data structure observed when collected according to the two approaches described above, and reinterpret 
these data to suggest that the relationship between each pair of affective dimensions is conditional on valence 
ambiguity, and (b) formalize this structure with a mathematical model depicting a valence ambiguity dimension that 
decreases in range as arousal decreases (a triangle). This model captures variability in affective ratings better than 
alternative approaches, increasing variance explained from ~60% to over 90% without adding parameters.
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organized around the dimensions of bipolar valence and 
arousal and is largely informed by the circumplex model 
of affect (Russell, 1980) and its precursors (e.g., Russell & 
Mehrabian, 1977; Schlosberg, 1954). The many experi-
ments that adopt this basic framework implicitly make the 
following assumptions: (a) As positivity increases, negativ-
ity decreases (and vice versa); in other words, this frame-
work employs a single bipolar scale ranging from positive 
to negative to measure subjective valence; and (b) changes 
in reported valence are subjectively different from changes 
in reported arousal, so this framework also employs an 
additional subjective arousal scale ranging from low (e.g., 
sleepy/inactive) to high (e.g., excited/active).

An alternative approach (i.e., the bivariate framework; 
for reviews, see Cacioppo, Berntson, Norris, & Gollan, 
2012; Larsen, 2016) has been developed in parallel, which 
is organized around the dimensions of unipolar positivity 
and unipolar negativity, and is largely informed by the 
bivariate evaluative model (Cacioppo & Berntson, 1994) 
and its precursors (e.g., Bradburn, 1969; Watson & Tellegen, 
1985). Experiments that adopt this framework generally 
make a different set of assumptions: (a) As either positivity 
or negativity increases, the level of arousal also increases. 
Consequently, this framework generally does not treat 
arousal as a dimension that is separate from valence 
intensity and does not measure subjective arousal directly. 
And (b) positivity can increase or decrease without any 
corresponding change in negativity, and negativity can 
increase or decrease without any corresponding change in 
positivity. Consequently, this approach measures valence 
(and by proxy arousal, given the first assumption) with 
two scales, unipolar positivity and unipolar negativity.

Both frameworks usefully distill the complexity of 
affective experience with two rating scales (i.e., they are 
both 2-dimensional frameworks). However, the underly-
ing assumptions of these competing methodologies bring 
to light some conspicuous theoretical questions. First, is 
arousal equivalent to valence intensity, or does it repre-
sent a separable affective dimension? Second, is valence 
best represented by two unipolar dimensions—positivity 
and negativity—or rather by a single bipolar dimension 
that ranges from positive to negative? We will see that the 
answers to these questions dictate the geometric struc-
ture we use to represent these facets of reported affect.

The remainder of this report is organized into four 
sections. First, a Background section will provide the 
reader with a summary of existing findings that have 
been taken to support either of the two 2-dimensional 
approaches outlined above. Second, a Data section will 
present both a replication of the findings described in the 
Background section as well as a reinterpretation of the 
observed data structure. Third, a Model section will pro-
pose a mathematical formalization of the data structure 
reviewed in the Background section and replicated in the 
Data section. We demonstrate that the model proposed 

here fits the observed rating data substantially better than 
existing alternatives. Finally, in the General Discussion 
section, we consider how this model can contribute to 
theoretical issues and methodological choices in the 
domain of affective science.

Background

In the previous section, we outlined the underlying meth-
odological assumptions that have followed from the 
dominant theoretical descriptions of dimensional affect 
(bipolar versus bivariate). Logically, both sets of assump-
tions cannot be simultaneously correct. Indeed, we will 
see that the experimental effects taken to support one 
approach can be used as evidence for refuting the other. 
In both cases, we will be discussing effects that are large 
and have been consistently replicated. Reconciling the 
effects described in the next two subsections is a major 
aim of this report.

Findings supporting the bipolar 
approach

Evidence for the bipolar approach has been discussed at 
length (for a review, see, e.g., Russell, 2016). In this sec-
tion, we focus on two reliable effects found in subjective 
report data that clearly support this approach. First, dimen-
sionality reduction techniques reveal bipolar valence and 
arousal to be two primary dimensions in various measures 
of reported affect,3 such as adjective checklist responses 
following mood manipulations (Nowlis & Nowlis, 1956), 
similarity ratings of emotion adjectives (Bush, 1973), 
semantic groupings of emotion words (Russell, 1980), sim-
ilarity ratings of emotional facial expressions (Abelson & 
Sermat, 1962; Shepard, 1962), patterns of categorization 
error for emotional facial expressions (Osgood, 1966), sim-
ilarity ratings of nonverbal emotional vocalizations (R. S. 
Green & Cliff, 1975), a clustering analysis of low-level fea-
tures that represent emotion in music and visual motion 
(Sievers, Polansky, Casey, & Wheatley, 2013), and many 
other comparable datasets (e.g., see Barrett & Russell, 
1999; Feldman, 1995; Russell, 1980; Russell & Mehrabian, 
1977). Arousal and bipolar valence appearing as separate 
dimensions supports the use of separate valence and 
arousal scales in the bipolar approach, and is a challenge 
to equating arousal with valence intensity in the bivariate 
approach (e.g., Kron, Goldstein, Lee, Gardhouse, & 
Anderson, 2013).

The second reliable effect in support of the bipolar 
approach (which comes from data collected according to 
the bivariate approach) is that ratings of unipolar positiv-
ity and ratings of unipolar negativity have a reliable 
inverse correlation. That is, the more something is “posi-
tive,” the more likely it is “not negative,” and vice versa 
(e.g., D. P. Green, Goldman, & Salovey, 1993; Russell & 
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Carroll, 1999). This inverse relationship between positiv-
ity and negativity ratings suggests that it is generally 
appropriate to represent valence with a single bipolar 
dimension rather than with two separate unipolar dimen-
sions (Barrett & Russell, 1998; Russell, 2016; Yik, Russell, 
& Barrett, 1999), which is a notable challenge to the 
bivariate approach.

Findings supporting the bivariate 
approach

Evidence for the bivariate approach has also been dis-
cussed at length (for reviews, see Cacioppo, Berntson, 
Norris, & Gollan, 2011; Larsen, 2016). In this section, we 
focus on two reliable effects found in subjective report 
data that clearly support this alternative approach. First, 

ratings within the Cartesian product created by the 
dimensions of bipolar valence and arousal (i.e., rating 
data collected according to the bipolar approach) tend to 
take on an inverted triangular form. Figure 1 is a re-
presentation of figures from six previous reports showing 
that an inverted triangular space captures the majority of 
rating data derived from some variant of separate bipolar 
valence and arousal scales. The data depicted in Figure 1 
demonstrate that, in practice, bipolar valence ratings and 
arousal ratings are correlated on either side of the valence 
midpoint. This effect has been observed for ratings of 
visual scenes (Anders, Lotze, Erb, Grodd, & Birbaumer, 
2004; Britton, Taylor, Sudheimer, & Liberzon, 2006; Ito, 
Cacioppo, & Lang, 1998; Kron et al., 2013; Kurdi, Lozano, 
& Banaji, 2016; Lang, Bradley, & Cuthbert, 2008; Lang, 
Greenwald, Bradley, & Hamm, 1993), facial expressions 

Fig. 1. Ratings of bipolar valence and arousal are often correlated on either side of the valence midpoint, such that the majority of data points 
fall within an inverted triangular envelope. Although some points fall outside this general constraint, even these outlying points tend to follow the 
overall structure. Note that, while the rating data in this figure were derived from Likert scale ratings, this inverted triangular pattern is also observed 
when these dimensions are derived indirectly with dimensionality reduction techniques (e.g., Abelson & Sermat, 1962; R. S. Green & Cliff, 1975; 
Shepard, 1962; Watson, Wiese, Vaidya, & Tellegen, 1999).
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(Schlosberg, 1952), sound clips (Bradley & Lang, 2007), 
olfactory cues (Bensafi, 2001; Bensafi et al., 2002; Jin, 
Zelano, Gottfried, & Mohanty, 2015), gustatory cues (Small 
et al., 2003), and affective words (Bradley & Lang, 1999; 
Lewis, Critchley, Rotshtein, & Dolan, 2007). The fact that 
valence intensity and arousal ratings are correlated on 
either side of the valence midpoint fits with the bivariate 
approach of not collecting a separate arousal rating and is 
a challenge to the bipolar approach.

The second reliable effect in support of the bivariate 
approach is as follows: Although ratings of positivity and 
ratings of negativity generally have a strong inverse cor-
relation (as discussed in the previous section), there are 
numerous studies showing that the relationship between 
positivity and negativity is more complicated. For exam-
ple, these ratings can be uncorrelated (e.g., Cacioppo, 
Gardner, & Berntson, 1997; Diener & Emmons, 1984; 
Watson et al., 1999) or can show a curvilinear relation-
ship (e.g., Diener & Iran-Nejad, 1986; Ito et al., 1998; 
Schimmack, 2001). That positivity and negativity are not 
necessarily inversely correlated fits with the bivariate 
approach of using two separate unipolar valence scales, 
and is a challenge to the use of a single bipolar valence 
scale in the bipolar approach.

Taken together, we are left with a bit of a conundrum. 
How is it that both approaches can provide such strong 
supporting evidence when the assumptions that each 
approach is based on appear to be logically opposed? To 
get at this issue, the current approach will assume that 
the relationship between arousal and valence ratings 
(and also the relationship between positivity and negativ-
ity ratings) must not be constant—that is, the relation-
ships must be changing or conditional on the types of 
stimulus events under investigation.

The current approach

In the Data section to follow, we present subjective rating 
data that replicate a number of the findings discussed up 
to this point. Our aim is to (a) offer a novel interpretation 
of the rating data focused on predicting the degree to 
which valence and arousal ratings (or positivity and neg-
ativity ratings) are correlated and (b) formalize these 
observations with a model that can capture these rela-
tionships and, in turn, explain a greater amount of vari-
ance in the rating data.

To briefly anticipate our findings, we will show that 
the critical determiner of the relationship between these 
pairs of affective dimensions is the clarity of valence of 
the event being rated, something we refer to as valence 
ambiguity (this definition is described in more detail in 
the Data section and is formalized in the Model section).4 
Specifically, we demonstrate that (a) the correlation 
between bipolar valence and arousal ratings approaches 

zero as valence ambiguity increases, and (b) the inverse 
correlation between unipolar positivity and unipolar neg-
ativity ratings approaches zero as valence ambiguity 
decreases. The interpretation and model offered here 
provides an explanation for (a) why bipolar valence and 
arousal ratings are often correlated yet these dimensions 
can be separable in some cases, and (b) why positivity 
and negativity ratings are often inversely correlated yet 
these dimensions can be separable in some cases.

Data: Subjective Ratings in Response 
to Briefly Presented Affective Events

We collected subjective rating data from participants 
(total N = 195 across seven datasets) responding to a 
wide variety of briefly presented affective events includ-
ing faces (Tottenham et al., 2009), images (Bouhuys, 
Bloem, & Groothuis, 1995; Bradley & Lang, 1994; Lang 
et al., 2008), words (Barrett, 2004; Russell, 1980), sen-
tences (Barrett & Russell, 1998; Kim et al., 2004), and 
auditory stimuli (see Supplemental Materials I for a 
detailed description of all experimental stimuli), with the 
aim of replicating the structure observed in previously 
reported comparable rating measurements (see Fig. 1).

Ratings along the dimensions of bipolar valence and 
arousal were collected in response to the stimulus items 
listed in Table 1 (Datasets 1–5). Similarly, ratings along 
the dimensions of unipolar positivity and unipolar neg-
ativity were collected for a subset of those items, which 
are listed in Table 2 (Datasets 6–7). For details regard-
ing all data collection procedures, see Supplemental 
Materials I.

Ratings of bipolar valence and 
arousal

Figures 2A–B present a group-level analysis of bipolar 
valence and arousal ratings in response to facial expres-
sions of emotion (Fig. 2A) and other affective events 
across multiple modalities (Fig. 2B). Note the consistency 
of these data when compared with previously reported 
datasets in Figure 1, in that the majority of data points fit 
within an inverted triangular structure, and bipolar 
valence ratings and arousal ratings are significantly cor-
related on either side of the valence midpoint.

Bipolar valence and arousal ratings are contained 
within a boundary. Gross visual inspection of the rat-
ings in Figure 2 suggests that the relationship between 
arousal and valence ratings (on either side of the valence 
midpoint) reflect an inverted triangular boundary con-
straining these data, rather than a piecewise linear rela-
tionship (i.e., a V-shaped, or absolute value function). 
Here, we demonstrate that the parameters of this 
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boundary (i.e., the slopes and intercepts) do not need to 
be estimated from the data, but rather can be determined 
by the range of the scales employed: both line segments 
of the boundary begin at the valence midpoint at the 
lowest point on the arousal scale, one extends to the 
upper right and the other to the upper left of the Carte-
sian product created by the range of the measurement 
scales (as drawn in Fig. 2). Across all datasets in this 
report, 86% of the variance in arousal ratings fall within 
this boundary (R2 = .857).5

The relationship between valence and arousal rat-
ings is not uniform within the boundary. Previous 
work has interpreted the correlations between bipolar 
valence and arousal as evidence that valence intensity 
and arousal are equivalent (e.g., Kron, Pilkiw, Banaei, 
Goldstein, & Anderson, 2015; Lang, 1995). However, 
visual inspection of the data suggests that ratings proxi-
mal to the boundary will show a strong correlation 
between arousal and valence ratings, whereas data points 
that fall within the central aspects of the triangular space 

will not. Consequently, if the boundary is assumed to 
represent a functional relationship, it has no predictive 
value,6 despite visibly capturing the gross structure of the 
ratings. In other words, the substantial number of points 
that fall in the central aspects of the space (within the 
boundary) incur a very large error if one assumes a con-
stant relationship between valence intensity and arousal.

Proximity to the boundary reflects valence ambi-
guity. Inspection of Figure 2A reveals an interesting pat-
tern regarding where different facial expression categories 
are located within the inverted triangular space. Expres-
sions that are more clearly valenced show a near-perfect 
correlation between arousal and valence ratings, and 
thus are located proximal to the boundary of the space. 
Compared to these, surprised facial expressions (which 
do not have a clear canonical valence in that both posi-
tive and negative valence interpretations are plausible) 
populate the central aspects of the space. Notably, for 
this ambiguously valenced facial expression, the correla-
tion between valence and arousal ratings breaks down. 

Table 1. Overview of Datasets Where Affect Was Measured With Bipolar Valence and Arousal Scales

Dataset
n Participants 

(Female) Description of Stimulus Items n Items

1 45 (29) Faces (45 identities expressing: happy, angry, surprised, neutral; from in-house photos) 180
2 19 (12) Images (30 images from the IAPS; Lang, Bradley, & Cuthbert, 2008)

Sentences (12 affective scenarios; adapted from Kim et al., 2004)
42

3 35a (26) Words (28 emotion words; from Russell, 1980)
Faces (10 identities expressing: happy, calm, afraid, sad, surprised, neutral; from 
Tottenham et al., 2009)

88

4 34 (22) Images (15 Self-Assessment Manikin icons, from Bradley & Lang, 1994; 12 schematic 
facial expression, from Bouhuys, Bloem, & Groothuis, 1995)

Sentences (40 emotion statements; from Barrett & Russell, 1998)
Words (31 emotion adjectives; from Barrett, 2004)
Music (32 clips of 5 seconds; symphonic, rock, or pop; no lyrics)
Sounds (16 clips of ≤5 seconds; human vocalizations, etc.)

146

5 29 (22) Images (30 images; subset of images in Dataset 2 + Google image search)
Sentences (16 sentences adapted from sentences in Datasets 2 & 4)
Faces (37 faces; subset of faces in Datasets 1 & 3 + additional identities)

83

aThese participants are also listed in Table 2.

Table 2. Overview of Datasets Where Affect Was Measured With Unipolar Positivity 
and Unipolar Negativity Scales

Dataset
n Participants 

(Female) Description of Stimulus Items n Items

6 35a (26) Faces (40 faces; subset of faces in Dataset 1)
Images (30 images; same as Dataset 2)

70

7 34 (26) Faces (37 faces; same as Dataset 5)
Images (30 images; same as Dataset 5)
Sentences (16 sentences; same as Dataset 5)

83

aThese participants are also listed in Table 1.
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Thus, these data suggest that proximity to the triangular 
boundary inversely reflects valence ambiguity (i.e., items 
with a clearer valence are located closer to the bound-
ary), and in turn that valence ambiguity determines 
whether valence and arousal ratings will be highly cor-
related (i.e., items along the boundary are highly corre-
lated while items in the central aspects of the space are 
not; for example, see Supplemental Figure S12). Although 
this interpretation might be but one way to frame these 
data, in a later section, we will more rigorously test this 
interpretation with a formalized model.

Ambiguous ratings are not due to individual dif-
ferences. Are ratings that fall in the central aspects of 
the space truly ambiguous, or are they simply an artifact 
of averaging across individuals, some of whom provide 
very positive ratings and some of whom provide very 
negative ratings? One can see from gross inspection of 
the standard errors in Figure 2A (and also in Supplemen-
tary Figs. S1–S9) that the latter is not the case. The stan-
dard error of ratings for ambiguously valenced items (i.e., 
points relatively distant from the boundary, in the central 
aspects of the space) are not noticeably different than the 
standard error of ratings for more unambiguously 
valenced items (which are near the boundary).7 That is, 
participants consistently rate these items with a valence 
rating somewhere between positive and negative. This 

implies that the participants know that these items can be 
interpreted both ways, and therefore they are not uncer-
tain about their valence judgments regarding ambiguous 
items (using a Bayesian definition of uncertainty, which 
is a measure of variance). This across-participant consis-
tency also fits with reaction time data: When participants 
are forced to choose either a positive or negative label, 
responses are slower for ambiguous compared to unam-
biguous items (e.g., surprised faces compared to happy 
or angry faces—even for participants with a strong inter-
pretive bias; Neta, Norris, & Whalen, 2009). In sum, rat-
ings within the central aspects of the inverted triangular 
space cannot be reduced to an artifact of averaging across 
multiple individuals.

Summary. Putting this all together, if we define valence 
ambiguity quantitatively, for any given rating, as the dis-
tance from the boundary illustrated in Figure 2, a parsimo-
nious description of the data would be as follows: The 
(absolute) correlation between bipolar valence and arousal 
ratings approaches 1 as valence ambiguity decreases and 
approaches 0 as valence ambiguity increases. This effect is 
evident with gross inspection of Figure 2 and is also visu-
alized in Supplemental Figure S12.

Nonetheless, because bipolar valence ratings and 
arousal ratings are frequently correlated in practice, the 
bivariate framework has shown the usefulness of an 

Fig. 2. Bipolar valence ratings and arousal ratings fall within a triangular boundary. This structure occurs for ratings of (A) facial expressions  
(Dataset 1). Note that clearly valenced facial expressions (happy, angry) fall near the boundary, while ambiguously valenced facial expressions 
(surprise) fall more distant from the boundary. In turn, valence and arousal ratings are highly correlated for clearly valenced expressions (forming 
the V-shaped boundary seen in many datasets), but for ambiguously valenced expressions, valence and arousal ratings are notably less correlated. 
This structure also occurs for ratings of (B) other affective events of variable stimulus modalities (Datasets 2–5), including images, music, sounds, 
words, and sentences. (For plots that include the standard errors for these items—which are comparable to the standard errors for Dataset 1 items 
depicted in [A] above—see Supplementary Materials I.) Note: Each dataset described in Table 1 is depicted here by plotting each item according to 
its mean bipolar valence rating (x-axis) and mean arousal rating (y-axis), averaged across participants. Plotting each participant (averaging across 
items) reveals a structure that is consistent with the data here (see Supplementary Figures S1B, S2B, S3B, S4B, S6C, and S10A). 
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alternative measurement approach, which employs uni-
polar positivity and unipolar negativity ratings (e.g., Ito 
et al., 1998; Kron et al., 2013; Larsen, 2016; Larsen, 
McGraw, & Cacioppo, 2001). In the next section, we will 
examine the structure of ratings within this alternative 
(unipolar positivity × unipolar negativity) space.

Ratings of unipolar positivity and 
unipolar negativity

The unipolar positivity and unipolar negativity ratings 
collected for this report (Fig. 3) are consistent with previ-
ously reported datasets (cited in the Introduction), in that 
unipolar positivity ratings and unipolar negativity ratings 
have a strong inverse correlation (Dataset 6: R2 = .691; 
Dataset 7: R2 = .559). Previous work has taken this inverse 
correlation between positivity and negativity to support a 
bipolar model of valence.

Positivity and negativity have a mathematically 
reciprocal relationship. It is clear from visual inspection 
of the rating data in Figure 3 that a reciprocal curve fits 
the data substantially better than a line (Dataset 6: R2 = .882, 
Dataset 7: R2 = .845; compare to the linear effect size in the 

previous paragraph). This implies that a bipolar model of 
valence is inadequate in the sense that it is a linear 
approximation of a curvilinear relationship (see also Diener 
& Iran-Nejad, 1986). This curvilinear relationship is con-
sistent with a number of behavioral and physiological 
findings showing that a positive motivational system and 
a negative motivational system have inhibitory effects on 
each other (e.g., Cacioppo & Berntson, 1994; Correia, 
McGrath, Lee, Graybiel, & Goosens, 2016; Kim, Somerville, 
Johnstone, Alexander, & Whalen, 2003; Lang, 1995; 
Leknes & Tracey, 2008; Miller, 1960; Nikolova, Knodt, 
Radtke, & Hariri, 2016; Urry et al., 2006). The very terms 
positive and negative imply that one system would func-
tionally negate the activity of the other.

Summary. In this alternative bivariate framework (uni-
polar positivity × unipolar negativity), we can quantita-
tively define valence ambiguity the same way we did 
within the bipolar framework: as the distance from the 
positivity and negativity axes of the space (imagine the 
Cartesian axes in Fig. 3 are a 45-degree rigid clockwise 
rotation of the inverted triangular boundary in Fig. 2). 
Considering this definition, the reciprocal fit in the rating 
data can be characterized as follows: the correlation 

Fig. 3. Unipolar positivity ratings and unipolar negativity ratings have a mathematically reciprocal relationship (y = 1 / x), and so do not fall in 
the upper diagonal of the space: (A) Facial expressions (Dataset 6) show this structure and (B) other modalities (Datasets 6 and 7) also show this 
structure: IAPS images (Dataset 6); additional facial expression categories, famous identities, images, and sentences (Dataset 7). Across both of 
these panels, each item is plotted according to its mean unipolar positivity rating (x-axis) and mean unipolar negativity rating (y-axis). The ratings 
shown here have been averaged across participants for each item, but this same structure can be observed when the ratings are plotted for each 
participant (see Supplementary Figures S5B and S10B). 
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between positivity and negativity approaches −1 as valence 
ambiguity increases and approaches 0 as valence ambigu-
ity decreases. This effect is also visualized in Supplemen-
tary Figure S13.

Interpreting the data as fitting a reciprocal curve also 
offers an explanation for a number of findings that other 
models are unable to explain. First, a reciprocal fit pre-
dicts that positivity and negativity will be uncorrelated in 
some cases, whereas a strictly linear (bipolar) model 
does not. Second, this reciprocal fit indicates that sepa-
rate positivity and negativity ratings do not account for 
all of the variance in arousal ratings, so equating the 
arousal dimension with valence intensity (as often occurs 
in the bivariate approach) does not account for this 
nuance.8 More specifically, variance in arousal ratings of 
ambiguous items (that are spatially more distant from the 
boundary) become collapsed onto a reciprocal curve 
when plotted with respect to unipolar positivity and uni-
polar negativity. In other words, valence intensity is not a 
proxy for arousal when valence is ambiguous.

Interim discussion

The rating data observed here, which replicate the gen-
eral structure observed in previous data collected with 
both the bipolar and bivariate approaches (see Introduc-
tion), can be summarized as follows:

Regarding the bipolar approach: (a) bipolar valence 
ratings and arousal ratings covary when valence is 
unambiguous (e.g., happy or angry facial expressions, 
etc.—Fig. 2, Supplementary Figs. S1 and S13), giving rise 
to the boundaries of the inverted triangular space con-
taining the rating data. That is, as valence becomes more 
unambiguous, the absolute correlation between bipolar 
valence and arousal ratings approaches 1. However, (b) 
arousal ratings can vary independently from valence rat-
ings when valence is more ambiguous. That is, arousal 
can be manipulated independently from valence, as 
valence approaches the midpoint (e.g., ambiguous sur-
prised facial expressions, music, etc.—Fig. 2, Supplemen-
tary Figs. S1, S4, S6A, S7, S8A, and S15). Therefore, a 
V-shaped function alone is an incomplete description of 
the data, and an inverted triangular space bounded by 
this function is more accurate by including the central 
aspects of the space.

Regarding the bivariate approach, (c) unipolar positiv-
ity and unipolar negativity ratings can vary indepen-
dently when valence is unambiguous. That is, when items 
are clearly positive, negativity is fixed at zero and the 
degree of positivity can vary. Similarly, when items are 
clearly negative, positivity is fixed at zero and the degree 
of negativity can vary. However, (d) unipolar positivity 
ratings and unipolar negativity ratings covary (inversely) 
when valence is ambiguous. That is, as valence becomes 

more ambiguous (i.e., when positivity and negativity are 
both nonzero and equal to each other), the correlation 
between positivity and negativity will approach −1.

Overall, these observations in some ways conflict with 
the existing 2-dimensional frameworks of affect outlined 
in this report. First, the fact that arousal ratings often 
covary with valence intensity ratings contradicts the 
assumption that valence and arousal are largely indepen-
dent constructs. On the other hand, the inverse correla-
tion between unipolar positivity and unipolar negativity 
ratings contradicts the assumption that positivity and 
negativity are largely independent constructs. Neither 
pair of dimensions is reliably independent in practice, 
but rather, we find that their correlation systematically 
depends on the valence ambiguity of the events being 
rated. In the next section, we propose a mathematical 
model that formalizes this interpretation of the data.

Model: A Mathematical Formalization 
of the Conditional Relationships 
Between Affective Ratings

The observed relationships between the dimensional rat-
ings investigated here (arousal and bipolar valence; posi-
tivity and negativity)—which have been established in 
the literature (see Background section), quantitatively 
verified by the analyses presented in this report (see Data 
section), and verbally described as points 1 through 4 in 
the previous paragraph—can be mathematically stated 
with a set of three equations. First, for any given event, 
the relationship between its bipolar valence rating (v) and 
its arousal rating (a) will be proportional to its valence 
ambiguity ( P+ − P− ):

	 ν = ( P+ − P− )a (1)

where P+ and P− are the probabilities that the event will 
be categorized as “positive” or “negative,” respectively, in 
a 3-alternative forced choice task (3AFC) including the 
options: “positive,” or “negative,” or “no emotion.” The 
outcome of this 3AFC task is a ternary variable [P+, P−, P0], 
where P+ is the probability that a given event will be cat-
egorized as “positive,” P− is the probability that a given 
event will be categorized as “negative,” and P0 is the 
probability that a given event will be categorized as “no 
emotion.”

Consistent with the rating data, equation 1 necessitates 
that valence ratings and arousal ratings will be equal 
when valence is unambiguous (i.e., if either P+ = 1 or P− = 
1, this reduces equation 1 to v = a or v = −a, respectively). 
However, as valence approaches the midpoint, arousal 
ratings become independent of valence (i.e., as (P+ − P−) 
approaches 0, then v approaches a constant [0] and is no 
longer a function of a).
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Since P+ and P− are computed from a 3AFC task, they 
have properties consistent with the observed unipolar 
positivity and unipolar negativity ratings. First, P+ can 
vary even when P− is fixed at zero, and vice versa. Sec-
ond, the probabilities for each response option must sum 
to 1 (P+ + P− + P0 = 1), which necessitates that P+ and 
P− have an inverse correlation overall. Therefore, two 
additional equations are implied for predicting unipolar 
positivity ratings (pos) and unipolar negativity ratings 
(neg). First, for any given event, the positivity rating (pos) 
is equal to the arousal rating (a) times the probability that 
the event is positive ( P+):

	 pos = ( P+ )a (2)

Furthermore, for any given event, the negativity rating 
(neg) is equal to the arousal rating (a) times the probabil-
ity that the event is negative ( P− ):

	 neg = ( P− )a (3)

In the remainder of this section, we test equations 1, 2, 
and 3, which together predict three variables of interest: 
bipolar valence ratings (v), unipolar positivity ratings 
(pos), and unipolar negativity ratings (neg), respectively, 
from two measured variables: arousal ratings (a) and a 
valence ambiguity rating (P+ − P−; derived from a 3AFC 
task with the choices positive, negative or no emotion).

Method

In Dataset 5, we collected arousal and bipolar valence 
ratings (a, v) for a set of 83 items. In Dataset 7, we col-
lected unipolar positivity and unipolar negativity ratings 
(pos, neg) for these same items by an independent group 
of participants. Participants who provided the unipolar 
ratings for Dataset 7 also categorized these items in a 
3AFC task (positive, negative, no emotion). These catego-
rizations were made either before or after providing the 
unipolar ratings (order of tasks was randomized). A 
detailed description of the 3AFC task is included in the 
description of data collection procedures for Dataset 7 
(Supplementary Materials I-E). These 3AFC data were 
then used to estimate (P+ − P−) for each item, by calculat-
ing the percentage of trials that each item was placed into 
a given category across participants (each participant cat-
egorized each stimulus item one time): 

 P+ = (# of participants categorizing item  
as positive)/(TOTAL # of participants)

 (4)

 P− = (# of participants categorizing item 
as negative)/(TOTAL # participants)

 (5)

Results

To test if equation 1 held true for these 83 items, we 
examined whether the product of a (arousal ratings) and 
P+ − P− (an estimate of valence ambiguity computed from 
the 3AFC categorizations made by an independent group 
of participants) was equivalent to v (the bipolar valence 
ratings). Indeed, the product of a and (P+ − P−) for each 
item provided a highly accurate prediction of the bipolar 
valence rating (v) for that item. One can see visibly that 
the bipolar valence ratings predicted by the model (Fig. 
4B) take on the same structure as the actual bipolar 
valence ratings (Fig. 4A) when both are plotted against 
the arousal dimension. These predictions accounted for 
over 95% of the variance in the observed bipolar valence 
ratings (R2 = .97; see Supplementary Fig. S17A for a plot 
of this fit). Equation 1 was also highly accurate when 
predicting bipolar valence ratings for single participants 
(mean R2 = .88 across all participants; see Supplementary 
Fig. S17B for a plot of fits for each participant).

To test equations 2 and 3, we examined whether the 
product of a (again, the arousal ratings from Dataset 5) 
and P+ or P−, respectively, could predict pos (unipolar 
positivity ratings from Dataset 7) or neg (unipolar nega-
tivity ratings from Dataset 7). The product of a and P+ 
(equation 2) accounted for more than 90% of the vari-
ance in positivity ratings (R2 = .92; Supplementary Fig. 
17C), and the product of a and P− (equation 3) accounted 
for more than 90% of the variance in negativity ratings 
(R2 = .94; Supplementary Fig. 17D). Notably, the recipro-
cal relationship observed in the actual unipolar ratings 
(Fig. 4C) is also observed in the model’s predicted unipo-
lar ratings (Fig. 4D).

Summary

The proposed mathematical model predicts over 90% of 
the variance along three dimensions of interest (bipolar 
valence = 97%, unipolar negativity = 94%, and unipolar 
positivity = 92%) using two measurements (arousal, 
valence ambiguity). These R2 values suggest that equa-
tions 1 through 3 provide a more accurate model of the 
observed rating data compared to other 2-dimensional 
frameworks (which in this report accounted for up to 
70% of the variance in the rating data—an estimate that 
is consistent with previously reported data; e.g., Ito et al., 
1998; Kron et al., 2013). Specifically, a framework that 
employs a bipolar valence rating cannot fully account for 
the variance in separate, unipolar positivity and unipolar 
negativity ratings (e.g., Supplemental Fig. S16); on the 
other hand, a framework that employs unipolar positive 
and unipolar negative ratings cannot fully account for the 
variance in arousal ratings (e.g., Supplemental Fig. S15). 
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Therefore, the present model, which also employs only 
two measured variables (arousal and valence ambiguity), 
outperforms the other two alternatives.

General Discussion

The relationship between pairs of affective ratings (bipo-
lar valence × arousal; positivity × negativity) is condi-
tional on valence ambiguity. First, when valence is 
unambiguous (clearly positive or clearly negative), rat-
ings of bipolar valence and arousal are highly correlated; 
however, as valence becomes more ambiguous, these 
measurements become more uncorrelated. Second, 

where, measurements of positivity and negativity are 
concerned, they are inversely correlated when valence is 
more ambiguous; however, as valence becomes more 
unambiguous, these measurements become more uncor-
related. We have demonstrated that these effects are 
readily observable in subjective rating data, and have 
presented a mathematical model that formally defines 
these primary affective dimensions in terms of these 
effects. The model capitalizes on these relationships to 
define the boundaries of a triangular 2-dimensional affec-
tive space and predicts where ratings will fall within this 
space. Therefore, this model captures the general 
structure of the observations at hand, predicting the joint 

Fig. 4. The structure of (A) observed bipolar valence × arousal ratings and (C) observed unipolar positivity × negativity ratings can be reproduced 
by 3AFC valence categorizations in combination with arousal ratings (B and D), respectively, using the model equations. (A) Observed bipolar 
valence ratings (x-axis) and observed arousal ratings (y-axis); these data are also plotted in Figure 2B and Supplementary Figures S7A, S8A, S9A, 
and S10A. (B) Equation 1’s predicted bipolar valence ratings (x-axis) plotted against observed arousal ratings (y-axis). (C) Observed positivity rating 
(x-axis) and observed negativity rating (y-axis) for a set of 83 items; these data are also plotted in Figure 3B and Supplementary Figures S7B, S8B, 
S9B, and S10B. (D) Equations 2’s predicted positivity ratings (x-axis) and Equation 3’s predicted negativity ratings (y-axis). 
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distribution of the measured variables as opposed to pre-
dicting a particular outcome variable (that is, the model 
is generative rather than discriminative). The space cap-
tured by this model is depicted in Figure 5.

Theoretical considerations

The proposed model offers a theoretical description of 
the primary dimensions of subjectively reported affect. 
First, valence is depicted as a bipolar dimension that 
moves from negative to positive through maximal ambi-
guity (rather than neutrality). Second, in line with exist-
ing theoretical statements, the structure captured by the 
model suggests that the dimension of subjective arousal 
distinguishes affective events from those that lack an 
affective quality.

The midpoint of bipolar valence is maximal ambi-
guity. The model depicts maximal ambiguity as the 
midpoint of a bipolar valence dimension, in line with 
reliable effects observed in the rating data. First, the trian-
gular boundary constraining bipolar valence and arousal 
ratings suggests that if neutrality is assumed to be the 
midpoint of a bipolar valence scale (as in the bipolar 
approach—see Introduction), valence intensity will be 
confounded with arousal. Second, the reciprocal fit 
between positivity and negativity reveals that when either 
positivity or negativity is maximal, the other is minimal, 
so positivity and negativity cannot be maximal at the 
same time (as allowed in the bivariate framework—see 
Introduction). Placing maximal ambiguity at the midpoint 
of valence, as in the proposed model, accounts for these 
effects in the data.

Defining valence ambiguity. In this report, valence 
ambiguity is a term used to describe any event that has 
both a positive and a negative meaning. This definition is 
consistent with general behavioral psychology theories 
where, for example, an extinguished cue that has 
acquired both a negative and a positive meaning (e.g., a 
tone that predicts shock sometimes and safety some-
times) is considered to be ambiguous (e.g., Bouton, 1994; 
Whalen, 1998). In the next two paragraphs, we elaborate 
on this specific example of ambiguity as a particularly 
potent illustration of how we modeled valence ambiguity 
in this report:

Imagine a rat learns that a tone consistently predicts a 
shock. After this acquisition phase, the valence of the 
tone is perfectly unambiguous (the tone is negative). If 
we then have the same tone consistently predict no shock 
in an extinction phase, the tone now has two meanings: 
one meaning is negative (shock) and one meaning is 
positive (no shock). The behavioral literature tells us that 
extinction is not unlearning—that is, during extinction, 
the animal does not unlearn the initial negative meaning 
acquired in the initial conditioning phase (Bouton, 2002). 
Instead, the animal now has two possible valence inter-
pretations of the tone, so the valence of the tone is now 
ambiguous.

To bring this example back to the current data, we can 
think about what valence “rating” the rat will produce in 
response to the ambiguous, extinguished tone. When 
one measures how rats interpret the tone a day after their 
extinction training (by measuring their freezing behavior, 
for example) the group largely shows a range of interme-
diate freezing responses (i.e., not as high as during acqui-
sition, and not as low as baseline freezing responses 

Figure 5. A graphical depiction of the space defined by equations 1 through 3. The range 
of a valence ambiguity dimension becomes smaller as arousal decreases. Stimulus items that 
are ambiguous with respect to valence will fall in the more central aspects of the space, while 
more clearly valenced items will fall along the boundaries of the space.
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recorded before training began; see e.g., Fig. 2a in Milad 
& Quirk, 2002). Even though each rat’s experience with 
the tone within each training phase was wholly unam-
biguous (P+ = 0, P− = 1 during acquisition; and P+ = 1, 
P− = 0 during extinction), the intermediate reactions to 
the tone after this inconsistent training looks like a ver-
sion of intuitive averaging (see Epstein, 1983), where-
upon the rats respond with some intermediate freezing 
magnitude (for example, P+ = 0.7, P− = 0.3, depending on 
the behavioral bias of the particular animal).

We think surprised facial expressions are similar to 
extinguished tones in that they have a similar inconsis-
tent reinforcement history (see Oler, Quirk, & Whalen, 
2009) and when presented in an experimental context, 
participants provide valence ratings that also seem to 
intuitively average their previous inconsistent experi-
ences with this expression category. The fact that valence 
ratings of surprised facial expressions fall within in the 
central aspects of affective space, but without an appre-
ciable increase in response variance (i.e., uncertainty), is 
consistent with the model definition of valence ambiguity 
(i.e., P+ − P−).

The role of subjective arousal in 2-dimensional 
affect. In addition to valence ambiguity, the second 
dimension in this model is arousal. A notable feature of 
the proposed model is that the valence dimension gets 
more and more constrained as arousal decreases. This is 
analogous to the perceptual phenomenon of color, where 
the saturation of color becomes more and more con-
strained as brightness decreases. In other words, there 
can be no variation in color when brightness is minimal. 
Similarly, we observe little to no variation in valence rat-
ings when arousal is minimal. Early dimensional models 
of emotion explicitly illustrate this phenomenon geomet-
rically (Osgood, 1966; Schlosberg, 1954).

This geometric characterization of arousal is consistent 
with many emotion theories proposing a necessary role 
for physiological arousal in emotion (e.g., James, 1884; 
Lange, 1885/1922; Schachter & Singer, 1962; Thayer, 
1989; etc.). Still, the necessity of physiological arousal 
in emotional experience has been contested (e.g., 
Reisenzein, 1983). In the proposed model, arousal is 
defined by subjective report rather than physiology. 
The structure captured by the model suggests that the 
subjective dimension of arousal (see Table S2 for more 
specific definitions of this term, which has not always 
been consistently defined; e.g., Lindsley, 1950; 1988), 
separate from physiological arousal, plays a fundamen-
tal role in how affective experiences are distinguished 
from those that lack noticeable affective quality. This is 
not a new idea, as the subjective arousal dimension is 
sometimes described as a general “emotion” dimension 
(e.g., Mehrabian, 1996; Ortony, Clore, & Collins, 1988; 
Schlosberg, 1954).9

Methodological considerations

Valence ambiguity and arousal. In this report we 
measure valence ambiguity, and show that when taken 
in combination with arousal ratings10 (using equations 
1–3), we can then derive bipolar valence ratings, unipo-
lar positivity ratings, and unipolar negativity ratings. In 
comparison, other measurement approaches (bipolar or 
bivariate) may not fully capture the variance in some par-
ticular affective rating: (a) Using arousal and bipolar 
valence scales concedes the unique variance captured by 
separate positivity and negativity scales (specifically, 
variance in the nondominant unipolar affect of ambigu-
ously valenced events; Supplementary Materials IV-A) 
and (b) using separate positivity and negativity scales 
concedes a portion of the variance captured by an arousal 
scale (specifically, variance in the arousal of ambiguously 
valenced events; Supplementary Materials IV-B). By com-
parison, the use of a valence ambiguity measurement in 
combination with arousal ratings captures nearly all of 
the variance (over 90%) in subjectively reported bipolar 
valence, unipolar positivity, and unipolar negativity.

Measuring valence ambiguity. In this report, valence 
ambiguity was estimated for any given item using single-
trial 3AFC categorizations from a group of participants. 
On the surface, this task seems a course measurement 
strategy, forcing participants to choose one of three 
extreme, possibly hypothetical labels for a given event. 
That is, there is likely no actual event that is purely nega-
tive, purely positive, or entirely lacking in affective qual-
ity. However, estimates of valence ambiguity gain 
precision with repeated measures. To elaborate, the pres-
ent measure of valence ambiguity yields a continuous 
proportion variable that can take on any value between 
−1 and 1, with its precision limited by the number of 
repeated measures. In combination with arousal ratings, 
the current approach predicts bipolar valence ratings as 
well as separate unipolar positivity and unipolar negativ-
ity ratings—thus the apparent coarseness of this measure 
does not result in loss of information according to the 
predictions.

Measuring subjective arousal. In this report, arousal 
was estimated for any given item using single-trial Likert 
scale ratings from a group of participants, consistent with 
previous work (see Introduction). The precise way in 
which the arousal scale is worded or defined via instruc-
tions to participants has not been agreed on (e.g., see 
Barrett & Russell, 1999; Lindsley, 1988). Traditionally, 
terms used to measure arousal are often positively 
valenced (Watson et al., 1999; e.g., “calm” as the low 
anchor or “excited” as the high anchor; e.g., Kron et al., 
2013; see also Supplemental Fig. S4). In this report, the 
arousal dimension was simply anchored with the terms 
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“low” and “high,” and the wording of the question was 
designed to avoid any terms with a clear valence (e.g., 
“Rate the strength of your emotional response” or “Rate 
the emotional intensity of the face/image”; see Supple-
mentary Materials V for more discussion on this method-
ological issue). Further investigation might be able to 
capture interesting differences that arise from changes in 
instructions, wording, or anchoring of this dimensional 
scale. Nonetheless, changes along these parameters do 
not seem to influence the gross structure of the data (e.g., 
compare Figs. 1 and 2).

How do I measure dimensional affect in my experi-
ment?. The major conclusion of the model we have pre-
sented here, is that valence ambiguity dictates the degree 
to which particular affective ratings are confounded with 
each other (i.e., correlated). In general, there is no point 
in collecting any second measurement that will be per-
fectly confounded with some initial measurement. As one 
example, if an experimenter was interested in studying 
disgust responses, the entire design might be limited to 
unambiguously negative stimulus items. In this case, we 
can predict that unipolar negativity ratings, arousal rat-
ings, and bipolar valence ratings will all be nearly per-
fectly correlated for these items, which will fall on a single 
line along the Negative Intensity axis illustrated in Figure 
5. Because unambiguously negative items (such as dis-
gusting images) only vary along a single axis in 2D affec-
tive space, such an experiment would need only a single 
scale to measure 2D affect (i.e., unipolar negativity). Alter-
natively, if an experimenter were investigating responses 
to both clearly negative items and clearly positive items, 
ratings of these items would fall on the V-shaped bound-
ary, along both the Negative Intensity axis and the Posi-
tive Intensity axis illustrated in Figure 5. In this case, a 
single bipolar valence scale would be sufficient to capture 
variance in subjective ratings along these axes, since 
valence and arousal ratings will be correlated for these 
items. As a final example, if an experimenter wishes to 
dissociate subjective valence from subjective arousal, then 
measuring both valence ambiguity and arousal would be 
an optimal strategy, since the model predictions reveal 
these variables to more adequately capture variance in 
2-dimensional affective ratings overall (we elaborate on 
this point in the next section).

Implications for experimental design: Conditions 
of high valence ambiguity. Valence ambiguity influ-
ences the degree to which arousal and valence ratings 
covary, so experimental designs will want to take this into 
account when selecting stimulus items, if the goal is to 
dissociate effects of valence from effects of arousal (e.g., 
Anderson et al., 2003; Cunningham, Raye, & Johnson, 
2004; Dolcos, LaBar, & Cabeza, 2004; Kensinger & Corkin, 

2004; Lewis et al., 2007; Small et al., 2003). Ideally, inves-
tigating this dissociation would require an experiment 
that manipulates valence while holding arousal constant 
and/or manipulates arousal while holding valence con-
stant. The latter requires items with valence ratings near 
the midpoint (ambiguous), because arousal and valence 
are confounded at the boundaries of the space. The for-
mer requires arousal to be substantially greater than zero, 
because valence can only be manipulated within a 
restricted range when arousal is close to zero. To hold 
arousal constant, however, valence must be manipulated 
from negative—through ambiguous—to positive. 

Potential caveats and limitations

We have presented a model that proposes a mathemati-
cally defined space for two primary dimensions of affect 
(valence and arousal), offering a potential resolution for 
points of theoretical disagreement in existing models of 
these dimensions. However, there are recognizable limi-
tations to this model that we highlight here.

Group-level effects versus participant-level effects. As 
noted throughout this manuscript, our analyses and model 
are focused on group-level analyses, in which ratings were 
averaged across participants. Previous work has usefully 
questioned whether the inverted triangular structure 
observed here is applicable at the level of the individual 
(Kuppens, Tuerlinckx, Russell, & Barrett, 2013). Here, we 
show that Equation 1 can predict bipolar valence ratings 
for individual participants, but we do not fully explore 
the application of this model to idiographic case studies. 
When items are treated as a random factor rather than 
participants, the rating data largely fall within a triangular 
structure similar to the plots in the main text here (see 
Supplemental Figs. S1B, S2B, S3B, S4B, S6C, and S10A), 
but the structure in these individual-participant data is 
visibly noisier. We expect that the valence ambiguity of 
any object/event/mood being rated will interact with 
individual differences in affective responding, although 
future work will be needed to fully test that idea.

The frequency of ambiguity. One may argue that the 
current report has over-emphasized the variance contrib-
uted by the arousal dimension because we highlight the 
role of items that may not occur all that frequently (i.e., 
ambiguously valenced items with high arousal). That is, 
items with very high arousal appear much more likely to 
fall at the extreme ends of the valence dimension. Does 
this mean that an item falling on the valence midpoint, 
but high in arousal, is purely theoretical? Possibly, but we 
note that the effects described in this report were achieved 
with a limited number of ambiguous items.11 In other 
words, this limited subset of items is precisely what drives 
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the observed dissociation between valence intensity and 
arousal in the rating data presented here. Therefore, 
although the distribution of ratings within the triangular 
space does not appear to be uniform or normal, this did 
not mitigate the capacity of the proposed model to 
describe the rating data better than the alternative mea-
surement approaches overall. That said, perhaps in daily 
life it is actually the extremes of emotion that are experi-
enced less frequently, as everyday life often consists of 
more subtle, ambiguous emotional moments that depend 
on contextual information to interpret valence and 
arousal value (Cannon, 1928; Ellsworth, 1994; Whalen, 
1998).

Does the model generalize to ambivalent events?. It 
is possible that some of the items we have categorized as 
ambiguously valenced events include items that might be 
more appropriately included under a related phenome-
non studied in social psychology, referred to as ambiva-
lence (e.g., Cacioppo et al., 1997; Ito et al., 1998; Larsen, 
2016). In that line of research, the term ambivalence is 
used to refer to the simultaneous occurrence of positive 
and negative feelings. Examples of such events include a 
moving day (Larsen et al., 2001), where you are excited 
to start over but “still gotta carry this stuff outta here.”

Proponents of the bipolar approach have suggested 
that simultaneous positive and negative qualities of a 
given stimulus event will offset each other (see Russell, 
2016). This view is consistent with our definition of 
valence ambiguity as the proportion of negativity versus 
positivity. On the other hand, proponents of the bivariate 
approach have suggested that positivity and negativity 
are separable under conditions of ambivalence (Cacioppo 
et al., 2012; Larsen, 2016; Larsen, Norris, McGraw, 
Hawkley, & Cacioppo, 2009). This view is consistent with 
our inclusion of the “no emotion” option in the opera-
tionalization of valence ambiguity, which allows for posi-
tivity and negativity to be predicted separately.

Nonetheless, there is a possibility that the present 
study has under-sampled ambivalent events. Ambivalent 
qualities may inherently require more complexity and 
longer time courses (e.g., a moving day or a graduation; 
Larsen et al., 2001) compared to the events presented in 
this report (which lasted no more than 5 seconds). Fur-
thermore, the items in this report were not selected to 
distinguish ambiguity from ambivalence, but rather, to 
sample a host of commonly used stimulus items in psy-
chological research, with an emphasis on employing 
items that fall in the central aspects of 2-dimensional 
affective space (i.e., ambiguously valenced items). Our 
view, not directly tested here, is that ambiguous is a term 
that best describes events that could lead to positive or 
negative outcomes, while ambivalence is a term that best 
describes events that evoke positive and negative feelings 

simultaneously. Future studies might seek to determine 
the relevance of the present model for ambivalent events 
(if they are indeed distinct from what we are calling 
ambiguously valenced events), especially in comparison 
to the documented strengths of the bivariate approach.

Positivity offset. The proposed model does not per-
fectly fit the data, and we note an obvious error here for 
transparency. There is a pronounced nonlinearity in pre-
dictions of unipolar positivity ratings (see the bottom left 
hand corner of Supplementary Fig. S17C).12 Namely, pre-
dicting unipolar positivity ratings for neutral items consis-
tently results in values that are lower than the actual 
unipolar positivity ratings for those items. Previously 
published work has established that unipolar positivity 
ratings are slightly higher for neutral items compared to 
negative items (an effect called “positivity offset”; e.g., 
Cacioppo et al., 2012; Cacioppo et al., 1997; Norris, 
Gollan, Berntson, & Cacioppo, 2010), and the unipolar 
positivity ratings presented here also show this effect. In 
contrast, our measurement of valence ambiguity shows 
P+ is approximately zero for both neutral and negative 
items (see Supplementary Fig. S11C). Overall, this error 
accounts for ~5% of the variance in unipolar positivity 
ratings (which is most of the 8% of variance that is not 
accounted for by the proposed model). Adjustments to 
the proposed model’s unipolar positivity predictions 
(equation 2) would be required to accurately capture the 
positivity offset effect.

Perceived versus felt affect. The proposed model 
does not distinguish between affective ratings made with 
respect to (a) an external object or (b) an internal subjec-
tive feeling, which is often an important psychological 
distinction when interpreting affective ratings (e.g., 
Gabrielsson, 2002; Russell, 2003). Although evidence 
exists showing that both types of ratings can conform to 
a similar structure (e.g., Kurdi et al., 2016; Watson et al., 
1999), other work suggests that a triangular structure may 
not constrain ratings of current feelings like ratings of 
experimental events (e.g., Kuppens et al., 2013). Addi-
tional work will be needed to investigate the generaliz-
ability of the present model in this respect.

Additional complexity in affective experience. Any 
2-dimensional framework represents a deliberate simplifi-
cation of affective experience, in the service of experimen-
tal expediency and theoretical traction. Much work has 
highlighted additional factors, beyond the two dimensions 
highlighted here, that are important for characterizing 
affective responses, such as: dominance (e.g., Mehrabian, 
1996; Russell & Mehrabian, 1977), unpredictability (e.g., 
Fontaine, Scherer, Roesch, & Ellsworth, 2007), or more fine-
grained emotion categories (Ekman, 1992; Jacks, Garrod, & 
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Schyns, 2014; Sievers et al., 2013; Tomkins, 1963; Watson & 
Stanton, 2016; Young et al., 1997). In general, we do not 
see a 2-dimensional model as in conflict with more com-
plex models, but hopefully complementary to them.

Conclusions

When encountering any environmental event of biologi-
cal and social relevance, we implicitly ask ourselves two 
fundamental questions: Is this good or bad (valence), and 
how important is that answer to me (arousal)? In this 
report, we provided a reinterpretation of the relationship 
between valence and arousal ratings and the space that 
constrains them as routinely measured by affective and 
social scientists. We showed that the relationship between 
these affective dimensions is conditional—dependent on 
the valence ambiguity of the event being rated. That is, 
arousal and valence are correlated when valence is clear 
but not when valence is ambiguous. Positivity and nega-
tivity are inversely correlated when valence is ambiguous, 
but not when valence is clear. Critically, these conditional 
relationships constrain these ratings within a triangular 
space. We then presented a mathematical model com-
prised of two dimensions (valence ambiguity, arousal) 
that formalizes this structure. This generative model cap-
tures a greater degree of variance in these affective ratings 
compared to alternative two-dimensional frameworks. 
Given the critical importance of our subjective reports in 
communicating our emotions to one another, our hope is 
that this model will inform new theory and methods to 
further our understanding of how to effectively think 
about and measure subjective affect, based upon the 
structure that organizes these experiences.
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Notes

1. The term valence was used by chemists before psychologists 
and was not introduced to psychology until Kurt Lewin’s works 
were translated from German to English:

A fairly precise translation of Aufforderungschsrakter is the 
term “demand value” which [Edward] Tolman uses for the 
same concept. In order to avoid unnecessary misunder-
standings, Professors Tolman and Lewin have agreed to use 
the same term and at Tolman’s suggestion have chosen 
“valence” . . . the term is used in speaking of a stimulus-
reaction process . . . in contrast to chemical valence, which 
is only positive, psychological valence . . . may be either 
positive (attracting) or negative (repelling) . . . an object or 
activity loses or acquires valence (of either kind) in 
accordance with the needs of the organism. (footnote and 
translators’ note on p. 77 in Lewin, 1935).

2. In this list of references, the subjective dimension we refer to 
as “arousal” is alternatively labeled “activation” (Russell, 1980; 
Schlosberg, 1954), “affective intensity” (Cacioppo et al., 1986), 
and “emotional arousal” (Lang, Bradley, & Cuthbert, 1998). 
Although we treat these constructs as overlapping here, some 
work uses these terms to represent separable constructs (e.g., 
Reisenzein, 1994); see Table S2 for a list of definitions of the 
general “arousal” construct spanning the past several decades.
3. Some variants of these dimensions have been shown to 
describe a large portion of variance in a host of different types 
of reported affect; for example, across the examples cited here, 
these two dimensions account for up to three fourths of the 
variance in subjective rating measurements, with the bipolar 
valence dimension accounting for up to half of the variance. 
However, we note that the number of explanatory dimensions 
as well as their order of variance-accounted-for shifts some-
what across studies and individuals, and only a small number 
of examples are listed here. The question of whether valence 
and arousal are the most “important” dimensions is beyond the 
scope of this report and has been discussed elsewhere (e.g., 
Barrett & Russell, 1999; Russell, 1980; Russell & Mehrabian, 
1977; Schlosberg, 1954).
4. See the Potential Caveats and Limitations section for a discus-
sion on a related phenomenon in social psychology, termed 
“ambivalence.”
5. To calculate the R2 for this boundary, the squared errors with 
respect to the V-shaped boundary were partitioned into nega-
tive error (below the boundary) and positive error (above the 
boundary), and only negative errors were included in the error 
term (i.e., only data falling outside the boundary were consid-
ered error). See Supplementary Materials I to see this analysis 
performed on each dataset separately.
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6. Technically, using this fixed boundary as a function results 
in a negative R2 = −.241, because the data points (on average) 
are further away from the fixed V-shaped function plotted in 
Figure 2 (sum of squared errors [SSE] = 1197.98) than they are 
from the grand mean of arousal ratings (sum of squares total 
[SST] = 965.97).
7. Even if variance was somewhat smaller for items that are 
closer to the boundary, this would be consistent with the fact 
that the variance of any measure always approaches zero with 
increasing proximity to any real boundary, giving rise to a 
Poisson-like distribution (for example, when RT’s get very close 
to the zero boundary).
8. Approximately half of the variance along the arousal dimen-
sion is lost when predicted using separate, unipolar valence scales 
(Dataset 6: R2 = .390; Dataset 7: R2 = .714; see Supplementary 
Materials III). These effect sizes are consistent with previously 
reported work (e.g., R2 = .52 in Kron, Goldstein, Lee, Gardhouse, 
& Anderson, 2013). This effect can also be seen with gross visual 
inspection—imagine the data in Figure 2 rotated 45 degrees clock-
wise and compare to Figure 3. The warping of the data structure 
(i.e., variance along the arousal dimension is Figure 2 is collapsed 
onto a reciprocal curve in Figure 3) implies that the dimensions of 
unipolar positivity and unipolar negativity are not a rigid rotation 
of the dimensions of bipolar valence and arousal (as was origi-
nally suggested by Watson & Tellegen, 1985; see Supplementary 
Materials IV.B for additional analyses that demonstrate this effect).
9. From Mehrabian (1996): “The [arousal] scale can be viewed 
as measuring emotionality” (p. 266).
10. With respect to the question of whether an arousal rating 
is actually necessary (since arousal ratings correlate with P0 
to some degree), or if the ternary valence ambiguity variable 
alone is sufficient for capturing this 2-dimensional space, see 
Supplemental Materials I-E (specifically Supplemental Figure 
S11 and the associated text).
11. Examples of what we employed as ambiguously valenced 
stimulus items include (a) surprised facial expressions, which 
can occur in response to both positive and negative events 
(e.g., Kim, Somerville, Johnstone, Alexander, & Whalen, 2003); 
(b) standardized images that contain both positive and nega-
tive aspects (e.g., IAPS images used in Ito, Cacioppo, & Lang, 
1998; for example, one image contains a picture of a boy with 
his dog—the boy has a broad smile on his face but the dog 
is snarling); (c) several music clips that evoke an emotional 
quality that could be seen as both positive and negative (e.g., 
a tense moment of Beethoven’s Fifth Symphony); (d) portrait 
shots of celebrities that the general population both praises and 
criticizes (e.g., Kim Kardashian; see Supplemental Figure S7).
12. Presumably, this is why the R2 for unipolar positivity ratings 
is lower than R2 for both unipolar negativity ratings and bipolar 
valence ratings.
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