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Supplemental Materials 

I.  Data collection procedures, single-dataset analyses, and single-participant 

analyses 

This section of supplementary materials provides a more detailed overview of the 

rating data presented in the main text.  Specifically, in this section we (1) outline the 

precise data collection procedures for each dataset; (2) provide a more detailed 

description of the stimulus items used in each dataset, emphasizing the scope of stimulus 

items with respect to those used in general psychology experiments, as well as our effort 

to include ambiguously valenced items; (3) present preliminary single-participant 

analyses (i.e., averaging across items rather than participants), and (4) highlight 

additional aspects of the data that, although not directly pertinent to the main findings, are 

likely to be relevant to those who employ similar rating measurements in their own 

research. 

A.  Dataset 1.  Forty-nine Dartmouth College undergraduates participated in this 

study for course credit, but four were excluded due to high scores on a self-report 

measure of depression (BDI; Beck, Ward, & Mendelson, 1961), resulting in forty-five for 

further analysis (N=45, 29 female, mean age = 18.96 years).  Stimuli consisted of portrait 

images of an independent group of Dartmouth students posing basic emotional 

expressions (none of the individuals depicted in the images were participants in this 

study).  The particular emotion categories used in this study were happy, angry, 

surprised, and neutral.  Anger was the only negative emotion included in order to avoid 

an imbalance in the number of positive and negative items (note that additional facial 
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expression categories are tested in datasets 3, 5, & 7).  Four photos of each identity (one 

photo for each expression) were used, for a total of 180 images. 

Procedure.  Stimuli were rated across four blocks of trials, such that within one 

block every item was rated on a single psychological dimension.  During the four blocks 

participants rated (1) arousal, (2) bipolar valence, (3) expressiveness, and (4) emotion 

category.  Ordering of the blocks and ordering of the faces within each block was 

randomized for each participant.  For the arousal dimension, participants responded to the 

statement, “Please rate the strength of your emotional response to this face” on a 9-point 

Likert scale12, labeled at 1 = “Very Low”, 3 = “Low”, 5 = “Moderate”, 7 = High”, 9 = 

“Very High”.  For the valence dimension, participants responded to the statement, 

“Please rate how negative/positive this face is” on a 9-point Likert scale, labeled at -4 = 

“Very Negative”, -2 = “Negative”, 0 = “Positive or Negative”, 2 = “Positive”, and 4 = 

“Very Positive”.  For the expressiveness dimension, participants responded to the 

question, “How expressive is this face?” on a 9-point Likert scale, labeled at 1 =  “Not at 

all Expressive”, 3 = “Slightly Expressive”, 5 = “Somewhat Expressive”, 7 = “Expressive” 

and 9 = “Very Expressive”.  Prior to the expressive block, participants were instructed 

that “expressiveness” referred to how well the expression communicated a particular 

emotion (note: there were no specific instructions preceding the valence or arousal 

blocks).  Ratings of emotion category had a multiple choice format, in which there were 

four options corresponding to the four emotion categories present in the paradigm (anger, 

happy, neutral, surprise).  For all blocks, each trial began with 2 seconds of fixation 

followed by a stimulus image that was presented for a maximum of 5 seconds.  If the 

                                                        
12

Alternative wording for this question was also employed in other datasets.  For comparison of different 

wordings for the same items, see Supplemental Materials V. 
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response was given in less than 5 seconds, the experiment would immediately move to 

the next trial. If no response was given within 5 seconds, the trial timed out and the 

experiment moved to the next trial. 

Data Description.  The items in this dataset are plotted according to their mean 

bipolar valence ratings and mean arousal ratings (both in Figure 3A of the main text, and 

here in Supplementary Figure S1A, which also includes a graphic depiction of several of 

the items).  Over 90% of the variance in arousal ratings fell within a fixed V−shaped 

boundary (R2 = 0.96), computed as described in footnote 5 in the main text.  We would 

also like to note here that most of the faces were correctly classified into 1 of the 4 

emotion categories included in the design. The mean classification accuracy for each 

category was relatively high: angry faces (M = 87.15%, SE = 2.71%), happy faces (M = 

97.83%, SE = 0.35%), neutral faces (M = 94.35%, SE = 1.59%, and surprised faces (M = 

94.2%, SE = 1.71%).  Ratings of expressivity are discussed in Supplementary Materials 

V.   

For the single-participant analyses, ratings for each individual participant were 

averaged across items within each emotion category (angry, happy, surprised, neutral). 

The participants data, plotted in Supplemental Figure S1B, have approximately the same 

structure as the items data, and bipolar valence and arousal ratings have significant 

correlations on either side of the valence midpoint (negative side: r(88) = -0.382, p = 

0.0002; positive side: r(83) = 0.566, p < 0.000001).  Over 80% of the variance in 

participants’ mean arousal ratings fall within the V−shaped boundary (R2 = 0.82, 

computed as described in footnote 5 of the main text).  Generally speaking, all of the 

datasets in this report show participant analyses that are consistent with item analyses, 

Page 54 of 83



RUNNING HEAD: Model of Subjective Affect 

because participants who give higher (absolute) valence ratings also giver higher arousal 

ratings, relative to other participants. 

 

 

Figure S1.  (A) ITEMS: The set of facial expression items (dataset 1) plotted by their mean bipolar 
valence ratings and mean arousal ratings.  Error bars represent the standard error of the mean for each item 
(from ratings of 45 participants).  These data are also plotted in the main text Figure 2A.  (B) 
PARTICIPANTS: Each participant has four data points in this plot, one for each emotion category, 
representing that participant’s mean valence rating and mean arousal rating for all faces in that category.  
Error bars represent standard error.  (One outlier is easily noticed: the participant who rated angry faces as 
positive.  Perhaps this is noise, or perhaps he/she thought the faces were funny looking—we want to note 
that this individual’s mean ratings for the other expression categories were “normal”.) 
 
 

b. Dataset 2.  Nineteen Dartmouth undergraduates participated in this study for 

course credit (N=19, 12 female, mean age = 19.05 years).  A smaller number of 

participants was used in this dataset, because it was originally collected as an unrelated 

pilot experiment for finding visual scenes and verbal scenarios that were matched on 

valence and arousal.  However, the format of the data collection procedure made these 

data appropriate for the current report.  Thirty visual scenes (15 negative, 15 positive) 

were chosen from the International Affective Picture System (IAPS), such that they were 

matched on arousal and absolute valence (e.g., distance from the midpoint of the valence 
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scale) according to their normative IAPS ratings (Lang et al., 2008).  Twelve verbal 

scenarios (6 negative, 6 positive; e.g., “She just lost $500”, “She just found $500”) were 

taken from a previously reported study showing them to be matched on the arousal 

dimension but significantly different on the valence dimension (Kim et al., 2004).      

Procedure.  Ratings were collected in block format, such that within a block all 

items (both scenes and scenarios) were rated on a single dimension.  The design consisted 

of two blocks, one for bipolar valence ratings and the other for arousal ratings.  The 

ordering of blocks and ordering of items within each block was randomized for each 

participant.  The question wording, rating scale format, and stimulus presentation timing 

were identical to the procedures used to collect dataset 1. 

Data Description.  The items in this dataset are plotted according to their mean 

bipolar valence ratings and mean arousal ratings (both in Figure 2B of the main text, and 

here in Supplementary Figures S2A & S3A, which also include the standard error for 

each item as well as a text description of several of the items).  Consistent with the model 

presented in the main text, given that there are no ambiguous items in this dataset, a fixed 

V−shaped function fits the data (R2 = 0.678).  Overall, 75% of the variance in arousal 

ratings fall within this function (that is, treating it as a boundary; R2 = 0.756).   

In Figure S2A, the normative ratings for the IAPS images used in dataset 2 are 

also plotted.  Here, one can observe a notable shift in ratings that occurs for both positive 

and negative items, such that ratings become more negative and more arousing for the 

negative items, and ratings become less positive and less arousing for the positive items.  

This shift in ratings has been referred to as “negativity bias” (e.g., Cacioppo et al., 1999; 

Cacioppo et al., 2011).  Because of this shift, although positive and negative items are 
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matched on arousal and absolute bipolar valence according to their normative ratings 

(arousal: t(28) = 0.490, p = 0.628; absolute valence: t(28) = 1.019, p = 0.317), they are 

very different with respect to both arousal and absolute valence within the context of this 

study (independent samples t-test on arousal ratings: t(28) = 9.402, p < 0.00000001; 

absolute valence ratings: t(28) = 6.396, p = 0.0000006).  

The sentences in Supplementary Figure S3A, which were found to be matched on 

arousal in a previous study (Kim et al., 2004), were again matched on both arousal and 

absolute valence in the current study (independent samples t-test on arousal ratings: t(10) 

= 0.102, p = 0.144; absolute valence ratings: t(10) = 0.102, p = 0.921).  However, 

because each negative sentence had a complementary positive sentence (e.g., “She just 

lost $500”, “She just found $500”), it was possible to do a paired-samples t-test.  The 

paired tests showed the sentences to be matched on absolute valence, but showed a trend 

such that arousal ratings were higher for negative verses positive sentences (paired 

samples t-test on arousal ratings: t(5) = 2.362, p = 0.065; absolute valence ratings: t(5) = 

0.229, p = 0.828).  When the ratings are averaged across items rather than participants, 

the structure of the data is consistent with the items analyses.  A fixed V−shaped 

boundary captures over 80% of the variance in arousal ratings (R2 = 0.831). 
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Figure S2.  (A) ITEMS:  The set of IAPS images (from dataset 2) plotted by their mean bipolar valence 
ratings and mean arousal ratings.  Error bars represent the standard error of the mean for each item (from 
ratings of 19 participants). These data are also plotted in the main text Figure 1.  (B) PARTICIPANTS:  
Each participant has two data points in this plot, one for negative items and one for positive items, 
representing that participant’s mean valence rating and mean arousal rating for those items.  Error bars 
represent standard error. 

 

 

Figure S3.  (A) ITEMS: The set of verbal scenarios (from dataset 2) plotted by their mean bipolar valence 
ratings and mean arousal ratings.  Error bars represent the standard error of the mean for each item (from 
ratings of 19 participants).  These data are also plotted in the main text Figure 1.  (B) PARTICIPANTS:  
Each participant has two data points in this plot, one for negative scenarios and one for positive scenarios, 
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representing that participant’s mean valence rating and mean arousal rating for those items.  Error bars 
represent standard error. 

 

c. Datasets 3 & 6.  Thirty-five Dartmouth students participated in this study for a 

cash payment (N=35, 26 female, mean age = 19.89 years).  ).  Dataset 3 was collected to 

replicate the data structure observed in dataset 1 with a validated face stimulus set using 

multiple expression categories, and to extend the data structure found in faces (dataset 1), 

images, and scenarios (dataset 2) to more abstract, semantic stimuli (i.e., emotion words 

from Russell 1980).  Participants provided bipolar valence ratings and unipolar arousal 

ratings of additional emotional facial expressions and emotion words (referred to as 

dataset 3 here and in the main text), as well as unipolar positivity and unipolar negativity 

ratings of a subset of the stimulus items used in datasets 1 and 2 (referred to as dataset 6 

here and in the main text).  Bipolar valence and arousal ratings (dataset 3) were collected 

for 60 faces from the NimStim set of facial expressions (Tottenham et al., 2009) and 28 

emotion words taken from Russell’s circumplex model (1980).  The face stimuli for 

dataset 3 included ten identities posing six expressions each (sad, fear, surprise, happy, 

calm, neutral).  These expression categories were chosen to supplement those in dataset 1 

(i.e., angry, happy, neutral surprised).  Namely, we included the expressions of ‘sad’ and 

‘calm’, which are considered low arousal negative and positive emotions, respectively.  

Thus, we could assess where these categorical emotional facial expression clustered in 

comparison to the high arousal emotion categories (e.g., happy, fear).  Again, these 

participants also provided unipolar positivity and unipolar negativity ratings (referred to 

as dataset 6) in response to a subset of the faces used in dataset 1 (10 identities making 4 

expressions = 40 faces) and the 30 IAPS images used in dataset 2.   
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 Procedure.  Trials were presented across 8 blocks: (1) bipolar valence ratings of 

the NimStim faces, (2) arousal ratings of NimStim faces, (3) bipolar valence ratings of 

Russell’s emotion words, (4) arousal ratings of Russell’s emotion words, (5) unipolar 

positivity ratings of visual scenes, (6) unipolar negativity ratings of visual scenes, (7) 

unipolar positivity ratings of faces from dataset 1, and (8) unipolar negativity ratings of 

faces from dataset 1.  The order in which the blocks were given as well as the ordering of 

item presentations within each block was randomized for each participant.  The depiction 

of the valence and arousal rating scales was modified somewhat from those in datasets 1 

and 2.  Namely, although the valence ratings were still provided on a scale from -4 to 4, 

only the endpoints were labeled (“Very Negative” and “Very Positive”) to avoid a 

potentially biased midpoint label (e.g., see Green, 1988).  Similarly, only the endpoints of 

the arousal scale were labeled (1 = “Very Low” and 9 = “Very High”).  The unipolar 

positivity and negativity ratings were both obtained on a scale from 1 to 9.  The labels for 

these scales (positivity/negativity, respectively) were 1 = “Not at all Positive/Negative”, 3 

= “Somewhat Positive/Negative”, 5 = “Positive/Negative”, 7 = “Very Positive/Negative”, 

9 = “Extremely Positive/Negative”. 

Data Description.  The items in dataset 3 are plotted according to their mean 

bipolar valence ratings and mean arousal ratings (both in Figure 3B of the main text, and 

here in Supplementary Figure S4, which also includes the standard error for all items in 

addition to labeling all of the emotion words used in the experiment).  Supplementary 

Figure S4 shows how ratings of emotional facial expressions and emotion words occupy 

approximately the same part of affective (bipolar valence × arousal) space.  Interestingly, 

one notable exception is that participants rated low arousal words, such as “sleepy” and 
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“drowsy”, as more arousing than neutral faces.  This may have been due to how the 

arousal question was worded (see Supplemental Materials V for more discussion on this 

issue).  Overall, 65% of the variance in arousal ratings can be predicted with a fixed 

V−shaped boundary (R2 = 0.655).  When the ratings are averaged across items rather than 

participants, the structure of the data is consistent with the items analyses (Supplementary 

Figure S4B).  A fixed V−shaped boundary captures over 65% of the variance in 

participants’ arousal ratings (R2 = 0.659).  Consistent with datasets 1 and 2, this V-shaped 

structure in the participants analyses shows that individuals who gave higher (absolute) 

valence ratings also gave higher arousal ratings relative to other participants. 

 

Figure S4.  (A) ITEMS: Emotional facial expressions and emotion words (from dataset 3) plotted by their 
mean bipolar valence ratings and mean arousal ratings.  Error bars represent the standard error of the mean 
for each item (from ratings of 35 participants). These data are also plotted in the main text in Figure 3B.  
(B) PARTICIPANTS: Each participant has eight data points in this plot, one for each item category in the 
design: fearful faces, sad faces, surprised faces, neutral faces, happy faces, calm faces, negative words, and 
positive words, representing that participant’s mean valence rating and mean arousal rating for items in 
each category.  Error bars represent standard error. 
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The items in dataset 6 are plotted according to their mean positivity ratings and 

mean negativity ratings (both in Figure 4 of the main text, and here in Supplementary 

Figure S5A, which also includes the standard error for all items). When ratings are 

averaged across items rather than participants, the structure of the data is consistent with 

the items data (Supplementary Figure S5B).  Analyses of dataset 6 are in the main text. 

 

 

Figure S5.  (A) ITEMS: Emotional facial expressions and IAPS images (from dataset 6) plotted by their 
mean positivity ratings and mean negativity ratings.  Error bars represent the standard error of the mean for 
each item (from ratings of 35 participants).  These data are also plotted in the main text Figure 4A.  (B) 
PARTICIPANTS:  Each participant has six data points in this plot, one for each item category in the 
design: angry faces, happy faces, neutral faces, surprised faces, negative IAPS, and positive IAPS, 
representing that participant’s mean valence rating and mean arousal rating for items in each category.  
Error bars represent standard error. 
 

d. Dataset 4.  Thirty-four Dartmouth students participated in this study for a cash 

payment (N=34, 22 female, mean age = 19.53 years).  One participant was excluded 

because they were only able to complete half of the experiment, leaving 33 participants 

for analysis.  Given that up to this point all stimuli have been visual in nature, we wanted 

to extend our findings into the auditory domain, and obtained bipolar valence and arousal 

ratings of 32 music clips and 16 sound clips.  The music clips were 5 seconds in duration 
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and did not contain lyrics.  Four broadly defined genres were used (8 clips from each 

genre): symphonic, solo piano, alternative rock, and electronic/pop.  The sound clips 

were not longer than 5 seconds and included human vocalizations (e.g., laughter, 

gasping) or other human-related sounds (e.g., traffic, breaking of pool balls).  We also 

collected bipolar valence and unipolar arousal ratings for commonly used emotion 

measurement tools (e.g., adjectives, icons), in order to see where the affective 

interpretation of these tools fit with the other items measured in datasets 1-3.  These tools 

have been designed by the field to capture the entirety of 2D affective space, so if any 

items were to violate the triangular structure observed in the other datasets, we would 

expect these measurement tools to contain such items.  These assessment tools included 

sentences (40 emotional statements from Russell & Barrett, 1998), words (31 emotional 

adjectives from Barrett, 2004—15 of these adjectives overlap with the words used in 

dataset 3 from Russell, 1980), and images (the 15 Self-Assessment Manikin (SAM) icons 

from Bradley & Lang, 1994 and a set of 12 schematic facial expressions from Bouhuys et 

al., 1995).  

 Procedure.  Stimuli were presented in 5 blocks organized by stimulus category: 

(1) music clips, (2) sound clips, (3) emotion statements, (4) emotion adjectives, and (5) 

schematic icons.  Half of the participants provided bipolar valence ratings for all of these 

blocks of stimuli then provided arousal ratings for the blocks, and the other half provided 

arousal ratings first then provided bipolar valence ratings.  Within each dimension 

(valence, arousal), the ordering of stimulus blocks and the ordering of stimuli within each 

block were randomized for each participant.  Rather than using 9-point Likert scales (as 

done for datasets 1 – 3), these ratings were obtained using a virtually continuous slider 
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bar that contained 200 discrete points.  Only the endpoints of the slider bar were labeled 

(“very low” to “very high” for the arousal dimension, and “very negative” to “very 

positive” for the bipolar valence dimension).  Participants could change the location of 

the slider bar using the computer mouse.  A numerical display indicating the current 

value of the slider bar was located just above the slider bar itself.  This value could vary 

from 0 to 200 for the arousal question and could vary from -100 to 100 for the valence 

question. Participants pressed a button labeled “NEXT” to begin each trial, and the 

stimulus remained on the screen while the rating was provided (except for the auditory 

stimuli, which only played once), until the “NEXT” button was pressed to move to the 

next trial. 

 

 Data Description.  All items in dataset 4 are plotted in Supplementary Figure 

S6A-B (and also Figure 3B in the main text), according to their mean bipolar valence 

ratings and mean arousal ratings.  Overall, almost 90% of the variance in arousal ratings 

can be predicted with a fixed V-shaped boundary (R2 = 0.887).  Here, we plot the 

auditory items separately from the affective assessment items and include labels for 

several of the items.  For this particular set of auditory stimuli, the music clips were more 

positive and more arousing than the sound clips.  Several music clips fell in the middle of 

the V-shaped boundary described in the main text, suggesting that music may be an 

optimal stimulus modality for capturing the central (ambiguous) aspects of this affective 

space.  When the ratings are averaged across items rather than participants, the structure 

of the data is consistent with the items data (Supplementary Figure S4B).  A fixed V-
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shaped boundary captures over 95% of the variance in participants’ mean arousal ratings 

(R2 = 0.981).   

 

 

Figure S6.  ITEMS: (A) Music clips and sound clips (from dataset 4) plotted by their mean bipolar valence 
ratings and mean arousal ratings.  Error bars represent the standard error of the mean for each item (from 
ratings of 33 participants).  (B) Affective assessment tools (from dataset 4) plotted by their mean bipolar 
valence ratings and mean arousal ratings.  Error bars represent the standard error of the mean for each item 
(from ratings of 33 participants).  The dotted red circle superimposed on these data represents where the 
circumplex model (Russell, 1980) might lie with respect to these affective assessment tools.  Note: the data 
in panels A and B are also plotted in the main text, Figure 3B. (C) PARTICIPANTS:  Each participant has 
five data points in this plot, one for each item category in the design: music, sounds, emotion adjectives, 
emotion statements, and schematic images (including schematic faces and the SAM icons), representing 
that participant’s mean valence rating and mean arousal rating for items in each category.  Error bars 
represent standard error. 
 
 
 

Ie. Datasets 5 & 7.  Sixty-three Dartmouth students participated in this study for 

a cash payment or course credit (N=63, 48 female, mean age = 19.06 years).  
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Approximately half of the participants gave bipolar valence ratings and arousal ratings of 

the items (referred to as dataset 5; N=29, 22 female), whereas the other half categorized 

the items into one of three categories (positive, negative, no emotion) and also provided 

unipolar positivity and unipolar negativity ratings (referred to as dataset 7; N=34, 26 

female).   The items were chosen based on the ratings in the previous datasets, with an 

aim to cover the majority of the affective space within the observed V-shaped boundary.  

The ratings obtained in datasets 5 and 7 were used to test specific model predictions 

(described in the main text).  The choice of stimuli was a subset of the items used in 

datasets 1 – 4, plus additional items that were not used in the previous studies (a total of 

83 stimulus items: 37 faces, 30 images, and 16 sentences—26 of the items overlap with 

those used in the previous datasets).  The face stimuli included 10 negative facial 

expressions (2 contempt, 2 sad, 2 disgust, 2 angry, 2 fear), 9 positive facial expressions 

(happy faces with either a smile showing teeth [‘happy’] or an open-mouthed smile 

[‘excited’]), 4 surprised facial expressions, 8 neutral expressions (including 2 calm 

expressions, which clustered with neutral faces in dataset 3), and 6 recognizable identities 

making approximately neutral expressions (i.e., Santa Claus, Abraham Lincoln, Barack 

Obama, Taylor Swift, Kim Kardashian, and Adolf Hitler).  All non-famous faces were 

from either the Dartmouth face set used in dataset 1 or the NimStim set of facial 

expressions (Tottenham, et al., 2009).  The complex images were either taken from the 

IAPS (15 images) or from a Google search (15 images).  The 16 sentences included 4 

positive and 4 negative sentences (adapted from those in dataset 2), 4 ambiguously 

valenced statements (from dataset 4), and 4 neutral sentences (adapted from a previously 

reported study: Davis, Johnstone, Mazzulla, Oler, & Whalen, 2010).   
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Procedure.  For the twenty-nine participants who rated the items with bipolar 

valence and arousal scales, the procedure was the same as datasets 1 and 2.  For the other 

thirty-four participants, items were rated using a three alternative forced-choice (AFC) 

categorization paradigm, in which each item was categorized as ‘positive’, ‘negative’, or 

having ‘no emotion’.  For the categorization paradigm, participants pressed the space bar 

to begin each trial, upon which a stimulus would be presented on the screen for a 

maximum of 5 seconds.  If the categorization was made in less than 5 seconds, a screen 

with the text “press SPACE to begin next trial” would appear until the space bar was 

pressed, which would begin the next trial.  Responses were given using the computer 

keys “G”, “H”, and “B”, which are arranged in a triangular manner on the computer 

keyboard.  The “B” key, at the bottom of the triangle, was always labeled “no emotion”.  

For half of these participants (N=17), the “G” key was labeled “positive” and the “H” key 

was labeled “negative”, and this labeling was reversed for the other half (N=17).  

Throughout the experiment session, boxes were placed at the top right and left corners of 

the computer screen and the bottom center of the screen, with the labels “POSITIVE”, 

“NEGATIVE” and “NO EMOTION” according to the same spatial ordering as the labels 

on the keyboard.  Stimuli were presented in the center of the screen, not overlapping with 

these boxes.  Thirty-one of the thirty-four participants also gave unipolar positivity and 

unipolar negativity ratings of these same items.  These unipolar ratings were obtained 

with the same procedures used to collect unipolar ratings in dataset 3.  The order of tasks 

(unipolar positivity/negativity ratings; 3AFC categorizations) was randomized for each 

participant. 
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 Data Description.  All items are plotted according to their mean bipolar valence 

ratings and mean arousal ratings, and also according to their mean positivity and mean 

negativity ratings (Supplementary Figures S7-9).  Here, we plot the items in four 

figures—one figure for the face items (Supplementary Figure S7), one for the complex 

images (Supplementary Figure S8, and one for the sentences (Supplementary Figure S9).  

Each figure contains the items according to the ratings in dataset 5 (bipolar valence and 

arousal ratings) and again according to the ratings in dataset 7 (unipolar positivity and 

unipolar negativity).  By plotting these data side by side, we hope to facilitate the reader’s 

view of the warping that occurs for particular items when rated with one pair of 

dimensions versus the other.  Overall, 75% of the variance in arousal ratings are captured 

by a fixed V-shaped boundary.  When the ratings are averaged across items rather than 

participants, the structure of the data is consistent with the items data (Supplementary 

Figure S10).  A fixed V−shaped boundary captures over 80% of the variance in 

participants arousal ratings (R2 = 0.814).   
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Figure S7.  Face stimuli plotted by their (A) mean bipolar valence ratings and mean arousal ratings (from 
dataset 5) and (B) mean positivity ratings and mean negativity ratings (from dataset 7).  These data are also 
plotted in the main text Figures 3B and 4B. 

  
Figure S8.  Affective images plotted by their (A) mean bipolar valence ratings and mean arousal ratings 
(from dataset 5) and (B) mean positivity ratings and mean negativity ratings (from dataset 7).  These data 
are also plotted in the main text Figures 3B and 4B, respectively.  Note: items with bold labels were found 
in a Google search, whereas non-bold items are from the IAPS.   
 

 
Figure S9.  Sentence items plotted by their (A) mean bipolar valence ratings and mean arousal ratings 
(from dataset 5) and (B) mean positivity ratings and mean negativity ratings (from dataset 7).  These data 
are also plotted in the main text Figures 3B and 4B, respectively.   
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Figure S10.  (A) Dataset 5: Each participant (N=29) has ten data points in this plot, one for each item 
category in the design: positive faces, neutral faces, surprised faces, negative faces, positive images, neutral 
images, ambiguous images, negative images, and sentences, representing that participant’s mean valence 
rating and mean arousal rating for items in each category. Error bars represent standard error of the mean.  
(B) Dataset 7: Each participant (N=31) has ten data points in this plot, one for each item category in the 
design: (listed above), representing that participant’s mean positivity rating and mean negativity rating for 
items in each category. Error bars represent standard error of the mean. 
 
 Finally, we also plot the categorization data in Supplemental Figure S11.  Here, 

we additionally consider the probability that an item is categorized as “no emotion” (P0) 

in addition to P+, P−, and (P+ − P−).  As stated in the main text, the ternary variable can 

be thought of as a complete measure of valence, from which both bipolar and unipolar 

ratings of valence can be derived (according to equations 1 through 3 in the main text).  

Therefore, (P+ − P−) itself accounts for a large portion of the variance in bipolar valence 

ratings (Supplementary Figure S11A; R2 = 0.950).  Similarly, P+ accounts for a large 

portion of the variance in positivity ratings (Supplementary Figure S11C; R2 = 0.952) and 

P− accounts for a large portion of the variance in negativity ratings (Supplementary 

Figure S11D; R2 = 0.886).  Not surprisingly, P0 accounts for more than half of the 

variance in arousal ratings (Supplementary Figure S11B; R2 = 0.605).  These data show 
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that using a single measure for affect (i.e., the 3AFC categorization) is just as effective as 

using two dimensional measurements of affect, in terms of variance-accounted-for.  That 

is, measuring affect with a single 3AFC categorization can account for about as much 

variance in the ratings as using either (a) bipolar valence and arousal ratings or (b) 

unipolar positivity and unipolar negativity ratings.  Still, adding a measure of arousal 

(i.e., a) and estimating valence according to the proposed model (i.e., equations 1-3 in the 

main text) does account for additional variance for each dimension (compare these 

estimates to the R2 values those in the main text), with the strange exception of positivity 

ratings, which are better predicted by P+ alone in this dataset.  Perhaps this is because pos 

and a were provided by independent groups of participants, whereas pos and P+ were 

provided by the same participants.   Also, it is possible that P0 would be less effective at 

predicting arousal ratings if mostly high arousal items were used in the design (given that 

the variance in arousal ratings increases as P0 decreases—see Supplementary Figure 

S11B).  Along the same lines, (P+ − P−), P+, and P− would likely be less effective at 

predicting bipolar and unipolar valence ratings if most of the items were clearly valenced, 

because these variables show a ceiling/floor effect (as seen at the extreme ends of valence 

in Supplementary Figures S11A and S11C-D). 
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Figure S11.  All items in datasets 5 & 7 plotted according to their (A) mean bipolar valence ratings (from 
dataset 5) and P+ − P−  (from dataset 7); (B) mean arousal ratings (from dataset 5) and P0 (from dataset 7); 
(C) mean positivity ratings (from dataset 7) and P+ (also from dataset 7); (D) mean negativity ratings (from 
dataset 7) and P− (also from dataset 7). 
 

 

II.  Overlapping variance (correlations) in alternative 2D frameworks 

IIa. Bipolar valence and arousal.  The V-shaped boundary observed in the main 

text allows us to identify when bipolar valence and arousal ratings will be correlated and 

when they will be uncorrelated.  Clearly negative items (on the left boundary of the V) 

have a negative correlation between arousal and bipolar valence ratings (a downward 

slope).  One the other hand, clearly positive items (on the right boundary of the V) have a 

positive correlation between arousal and bipolar valence ratings (an upward slope).  

Additionally, ambiguous/ambivalent items, which fall in the central aspects of this space, 

will have a correlation between arousal and bipolar valence ratings that is closer to zero 
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(a flat slope).  These effects are visualized in Supplementary Figure S12.  The mean 

bipolar valence rating for a set of items predicts the correlation between bipolar valence 

and arousal ratings for those items (across all datasets, mean R2 = 0.75) 

 

 

Figure S12. The mean bipolar valence rating for a given set of items (e.g., happy faces, angry faces) 
predicts the correlation between bipolar valence and arousal ratings across those items: (A) Dataset 1: R2 = 
0.804 ; (B) Datasets 2 & 3: circular data points w/ dotted trendline = dataset 3, R2 = 0.689; non-circular 
data points w/ solid trendline = dataset 2, R2 = 0.998; (C) Dataset 4: R2 = 0.840; (D) Dataset 5: R2 = 0.476. 
 
 

IIb. Unipolar positivity and unipolar negativity.  The reciprocal function 

observed in the main text allows us to identify when unipolar positivity and unipolar 

negativity ratings will be correlated and when they will be uncorrelated.  Clearly negative 

items (e.g., angry faces) fall where the slope of the reciprocal curve approaches infinity, 

so positivity and negativity can be uncorrelated within these items (see Supplementary 
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Figure S13A).  Similarly, clearly positive items (e.g., happy faces) fall where the slope of 

the reciprocal curve approaches zero, so positivity and negativity ratings can also be 

uncorrelated for these items (also in Supplementary Figure S13A).  Conversely, 

ambiguously valenced items near the (bipolar) valence midpoint fall where the slope of 

the reciprocal function approaches −1.  Therefore, positivity and negativity ratings will 

capture roughly the same variance for these items.  Indeed valence ambiguity (i.e., 

proximity to the V-shaped boundary described in the main text, which is estimated here 

by the minimum unipolar rating) can predict how correlated the unipolar ratings will be 

with each other (dataset 6: R2 = 0.476, dataset 7: R2 = 0.2; Supplementary Figure S13).  

This prediction is modest, which may be due to: (1) perhaps item categories that seem to 

be “unambiguously” negative or positive may have some ambiguity or (2) perhaps the 

warping of the data structure in this alternative space (see Supplementary Materials IVa) 

inflates the correlation of these categories. 

 

Figure S13.  Item categories are plotted according to their mean positivity rating or mean negativity rating, 
whichever was smaller (x-axis).  This minimum unipolar rating is used as an estimate of valence ambiguity 
for that category (i.e., proximity to the V−shaped boundary observed in the main text), and can predict how 
correlated unipolar positivity and unipolar negativity will be with each other (mean R2 = 0.338).     
 

Page 74 of 83



RUNNING HEAD: Model of Subjective Affect 

 
 

III.  Derivation of equation for predicting arousal from positivity and negativity 

 

 

Figure S14.  A hypothesis of how arousal 
ratings might be derived from unipolar 
positivity and unipolar negativity ratings, 
according to the rotation proposed by Watson 
& Tellegen (1985). 
 

 

 

 

 

The prediction of arousal ratings from unipolar positivity and unipolar negativity 

ratings made in the main text were informed by the V-shaped boundary observed in 

bipolar valence and arousal rating data.  A geometric representation of these predictions 

is illustrated in Supplementary Figure S14.  In this figure (and the subsequent derivation), 

it is assumed that the “positivity” and “negativity” vectors are orthogonal (i.e., intersect at 

a 90 degree angle), consistent with a strict bivariate model of valence.  Given that the 

arousal dimension divides this right angle (π/2 radians) in half, it follows that: 

 

(S1) θ1 + θ2 = π/4 

 

which can be rearranged: 

 

(S2) θ1 = π/4 − θ2 
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Then, according to Euclidean geometry: 

 

(S3)  

 

(S4)  

 

(S5)  

 

where a = the arousal rating, p = the unipolar positivity rating n = the unipolar negativity 

rating, for a given item.   

 

Plugging equation S4 into S2, and then plugging S2 and S3 into equation S5, we get: 

 

(S6)  

 

Equation S6 is used to predict arousal ratings from positivity and negativity ratings in the 

main text.  These predictions are shown in Supplementary Figure S15. 
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Figure S15.  Separate positivity and negativity ratings only account for about half of the variance in 
arousal ratings.  Each item in datasets 6-7 plotted according to its mean arousal rating (x-axis) and a 
prediction of its arousal rating (y-axis).  The arousal rating predictions were made using the item’s 
observed positivity rating and negativity rating, according to equation S6: (A) dataset 6, R2 = 0.39; (B) 
dataset 7, R2 = 0.71. 
IV.  Unaccounted-for variance (error) in alternative 2D frameworks 

IVa. Bipolar valence and arousal.  If employing a bipolar valence scale, one 

will be unable to fully account for some of the variance captured by separate, unipolar 

positivity and negativity ratings (Supplementary Figure S16).  Specifically, for items with 

a mean bipolar valence rating greater than zero (i.e., positive items), bipolar valence 

ratings can predict positivity ratings (R2 = 0.857) but are less able to predict negativity 

ratings (R2 = 0.444).  Conversely, for items with a bipolar valence rating less than zero 

(i.e., negative items), bipolar valence ratings can predict negativity ratings (R2 = 0.92) but 

are less able to predict positivity ratings (R2 = 0.688).  In comparison, the model 

presented in the main text is able to capture the variance in both bipolar and unipolar 

valence ratings. 
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Figure S16.  Bipolar valence ratings only account for about half of the variance in separate positivity 
ratings & negativity ratings. Items from datasets 6 (first 5 series in the legend) and dataset 7 (final 10 
series in the legend) plotted according to their bipolar valence ratings on the x-axis in both panels (note the 
bipolar ratings for the dataset 6 items are from datasets 1 and 2, whereas the bipolar valence ratings of the 
dataset 7 items are from dataset 5) and the y-axis shows (A) positivity ratings and (B) negativity ratings, 
respectively.  These plots reveal that a bipolar valence rating of a given item captures the same variance as 
the maximum unipolar rating (positivity OR negativity) for that item. 
 
 
 

IVb. Unipolar positivity and negativity.  When using the equation derived in 

Supplementary Materials III (equation S6) to predict arousal ratings according to unipolar 

positivity and unipolar negativity ratings, systematic prediction errors are readily 

observable in the data.  This is because variance that falls within the central aspects of a 

V-shaped boundary (Figure 3, main text) becomes squashed onto a reciprocal function 

(Figure 4, main text).  One consequence of this is that items matched on arousal ratings, 

may not be matched according to the predicted arousal ratings (that is, predicted from 

unipolar positivity and negativity ratings).  Supplementary Table S1 reveals a list of the 

arousal rating comparisons across item categories, as well as comparisons of the 

predicted arousal ratings for these categories.  Over half of the comparisons changed 

significance level, depending on whether one was using the actual arousal ratings versus 

the predicted arousal ratings.  Notably, ambiguous items that were matched with clearly 
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valenced items on arousal ratings (e.g., arousal ratings for surprised faces are not 

different than arousal ratings for angry and happy faces) were not matched with respect to 

the predicted arousal ratings (e.g., because surprised faces are collapsed onto the 

reciprocal curve when characterized by unipolar ratings, their predicted arousal ratings 

are significantly lower than the predicted arousal ratings for happy and angry faces).  In 

comparison, the proposed model has a direct measure of arousal (a), so these errors are 

not an issue. 

 

Table S1: Differences in Arousal Ratings and Predicted Arousal 

Ratings

 

Table S1. The first column of p-values reveals how significantly different these item categories were with 
respect to their actual arousal ratings.  The second column of p-values reveals how significantly different 
these item categories were with respect to their predicted arousal ratings.  Rows highlighted in gray reveal 

Page 79 of 83



RUNNING HEAD: Model of Subjective Affect 

all comparisons that are inconsistent across the actual ratings versus the predicted ratings (14 out of 25 
comparisons). 
 
 
 

V.  Wording the arousal question 

In datasets 1 through 5, the wording of the arousal question was “Please rate the 

strength of your emotional response to the image.”  In dataset 1, participants also rated all 

of the items (i.e., 45 angry, 45 happy, 45 neutral, and 45 surprised facial expressions) on 

the dimension of expressiveness, which they were told meant how well a face expressed a 

particular emotion.  These expressivity ratings (averaged across participants) were 

almost perfectly correlated with arousal ratings (r(178) = 0.987, p < 0.00000001).  

Further, we also had some of the participants from dataset 5 (N = 28) rate the items from 

dataset 2 (at the end of their session) in response to the prompt, “Please rate the 

emotional intensity of the image.”  These intensity ratings (averaged across participants) 

were also highly correlated with the arousal ratings from dataset 2 (negative items: r(19) 

= 0.903, p = 0.00000002; positive items: r(19) = 0.757, p = 0.00007; all items: r(40) = 

0.8997, p < 0.00000001).  These data suggest the possibility that subjective ratings of 

arousal are robust to changes in the specific wording of the arousal probe. 
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Table S2. 
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VI.  Plots of model predictions 

 

Figure S17.  (A) Equation 1’s fit of the observed rating data, averaged across participants for each item 

(group bipolar valence predictions; R
2
 = 0.97); (B) Equation 1’s fit of the observed rating data, averaged 

across items (within each of the 10 categories listed in the legend) for each participant (individual bipolar 
valence predictions; mean R

2
 = 0.88); (C) Equation 4’s fit of the observed rating data (unipolar 

positivity predictions; R
2
 = 0.92);  (D) Equation 5’s fit of the observed rating data (unipolar negativity 

predictions; R
2
 = 0.94). 
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